Introduction to Machine Learning
Unit I
Short Questions 
1. Define Machine Learning.
2. List the main components of a learning system.
3. What is the difference between training and testing data?
4. Define supervised learning with one example.
5. What is unsupervised learning?
6. Define reinforcement learning.
7. What is semi-supervised learning?
8. What is overfitting?
9. Define bias and variance.
10. What is a learning curve?

Long Questions 
1. Discuss the overview of Machine Learning, its evolution, key characteristics, and how it differs from traditional programming. Explain its importance in modern applications.
2. Explain the relationship between Machine Learning and Artificial Intelligence, Data Mining, Statistics, Pattern Recognition, and Deep Learning with suitable examples.
3. Describe the essential components of a learning system such as representation, evaluation, and optimization.
4. Compare rule-based system design with machine learning-based systems. Discuss advantages and limitations of each.
5. Describe classification and regression problems, common algorithms, real-world applications, and performance metrics.
6. Discuss clustering and dimensionality reduction techniques and their applications.
7. Explain the concepts of agent, environment, reward, policy, value function, and Q-learning with examples.
8. Discuss when and why semi-supervised learning is used. Compare it with supervised and unsupervised learning.
9. Discuss data collection, preprocessing, feature engineering, model selection, training, testing, validation, deployment, and monitoring. 
10. Define generalization, generalization bound, overfitting, underfitting, bias-variance tradeoff, and learning curves with graphical interpretation.





Unit II
Short Questions 
1. Define supervised learning.
2. What is the difference between regression and classification?
3. Write the formula for Linear Regression.
4. Define L1 and L2 regularization.
5. What is multicollinearity?
6. Define Mean Squared Error (MSE).
7. What is Logistic Regression used for?
8. Define K in KNN algorithm.
9. State Bayes Theorem.
10. What is a Confusion Matrix?
Long Questions 
1. Explain Supervised Learning in detail. Discuss the concept of labeled data, regression vs classification, training process, loss functions, and real-world applications.
2. Differentiate between Regression and Classification. Explain their objectives, output types, algorithms used, and evaluation metrics with suitable examples.
3. Explain Linear Regression in detail. Derive the hypothesis function, cost function (MSE), and explain the gradient descent approach. Discuss assumptions of linear regression.
4. Explain Regularization techniques in regression. Discuss L1 (Lasso), L2 (Ridge), and Elastic Net regularization. Compare their mathematical formulation, advantages, and impact on overfitting.
5. Explain Single and Multivariate Linear Regression. Discuss model formulation, matrix representation, and practical examples.
6. Discuss various metrics used for assessing regression models. Explain Mean Squared Error (MSE), Root Mean Squared Error (RMSE), Mean Absolute Error (MAE), R-Squared, and Adjusted R-Squared with formulas and interpretations.
7. Explain Logistic Regression in detail. Derive the sigmoid function, decision boundary, cost function, and explain its application in binary classification.
8. Explain K-Nearest Neighbors (KNN) algorithm. Describe the working principle, distance metrics, choice of K, advantages, limitations, and applications.
9. Explain Naïve Bayes Classifier. Derive Bayes theorem, explain the independence assumption, types of Naïve Bayes (Gaussian, Multinomial, Bernoulli), and applications.
10. Discuss Classification Performance Measures in detail. Explain Confusion Matrix, Accuracy, Precision, Recall, F1-Score, ROC Curve, and AUC. Include a case study example from medical diagnosis or spam detection.
Unit III
Short Questions 
1. What is a Decision Tree in machine learning?
2. What are internal nodes and leaf nodes in a Decision Tree?
3. What is Entropy in the context of the ID3 algorithm?
4. What is the difference between pre-pruning (truncation) and post-pruning?
5. Support Vector Machine (SVM)
6. What is a hyperplane in SVM?
7. What are support vectors?
8. What is the role of the kernel function in nonlinear SVM?
9. What is the difference between Linear SVM classification and SVM regression?
10. What is Cross Validation and why is it used in SVM?
Long Question 
1. Explain the structure and working of Decision Trees with a suitable example. Discuss advantages and limitations.
2. Describe the ID3 algorithm in detail. Explain how entropy and information gain are used for attribute selection.
3. Compare ID3, C4.5, and CART algorithms. Discuss their splitting criteria and pruning strategies.
4. Explain the C4.5 algorithm and its improvements over ID3. Discuss gain ratio and handling of continuous attributes.
5. Describe the CART algorithm. Explain GINI Index, binary splitting, and cost-complexity pruning.
6. Explain Linear SVM classification in detail. Derive the margin maximization concept and explain hard margin vs soft margin SVM.
7. Describe Nonlinear SVM classification. Explain the kernel trick and commonly used kernels (Linear, Polynomial, RBF, Sigmoid).
8. Explain SVM regression (SVR). Discuss epsilon-insensitive loss function and margin in regression.
9. Explain the role of Cross Validation in SVM model selection. Discuss k-fold cross validation and hyperparameter tuning (C, gamma, kernel parameters).
10. Compare Decision Trees and SVM in terms of working principle, advantages, disadvantages, computational complexity, and suitable application areas.
Unit IV
Short Question 
1. What is Unsupervised Learning? How is it different from supervised learning?
2. Define clustering and mention any two real-world applications.
3. What is the objective function of K-means clustering?
4. What is the difference between K-means and K-medoids (Clustering Around Medoids)?
5. What is hierarchical clustering? Distinguish between agglomerative and divisive methods.
6. What is a dendrogram in hierarchical clustering?
7. Define Silhouette coefficient. What does its value indicate?

8. What is a K-d Tree and where is it used?
9. What is the Curse of Dimensionality?
10. What is Principal Component Analysis (PCA)?
Long Questions 
1. Explain clustering in detail. Discuss different types of clustering methods with examples.
2. Describe the K-means algorithm step-by-step. Discuss initialization methods, convergence criteria, advantages, and limitations.
3. Explain Clustering Around Medoids (PAM). Compare it with K-means in terms of robustness and computational complexity.
4. Describe Hierarchical Clustering in detail. Explain linkage methods (single, complete, average, Ward’s method) and construction of dendrograms.
5. Explain Silhouette analysis. How is it used to evaluate clustering quality? Provide mathematical formulation.
6. Explain the working of K-d Trees. Discuss their role in nearest neighbor search and clustering efficiency.
7. Present a case study on clustering applications in any one domain (e.g., customer segmentation, image segmentation, document clustering, healthcare analytics).
8. Explain the Curse of Dimensionality. Discuss its impact on clustering and distance-based algorithms.
9. Describe the main approaches for dimensionality reduction: Feature Selection vs Feature Extraction. Explain PCA in detail with mathematical formulation.
10. Explain how PCA is implemented using Scikit-Learn. Discuss Standard PCA, Randomized PCA, and Kernel PCA. Compare their use cases and computational aspects.
Unit V
Short Questions 
1. What are Ensemble Methods in machine learning?
2. Why do ensemble methods generally perform better than individual models?
3. Define Bagging.
4. What is Bootstrap sampling?
5. What is the main idea behind Boosting?
6. What is the difference between Bagging and Boosting?
7. Define Random Forest.
8. How does Random Forest handle multi-class classification?
9. What is a Committee Machine?
10. What is Stacking (Stacked Generalization)?
Long Questions
1. Explain Ensemble Learning in detail. Discuss the bias-variance tradeoff and how ensemble methods improve model performance.
2. Describe the Bagging algorithm step-by-step. Explain its advantages and limitations. Illustrate with an example.
3. Explain Random Forest in detail. Discuss feature randomness, out-of-bag (OOB) error estimation, and its use in multi-class classification problems.

4. Compare Bagging and Boosting in terms of working principle, error handling, parallelization, and overfitting behavior.
5. Explain the concept of Committee Machines. Discuss how voting and averaging are used in ensemble decision making.
6. Describe Stacking (Stacked Generalization). Explain the role of base learners and meta-learner with a suitable example.
7. Explain Adaptive Boosting (AdaBoost). Derive how weights are updated during each iteration.
8. Describe Gradient Boosting in detail. Explain how gradient descent is applied to minimize loss functions.
9. Compare AdaBoost and Gradient Boosting in terms of loss function, robustness, and performance.
10. Discuss the application of Ensemble Methods in a real-world case study (e.g., fraud detection, medical diagnosis, image classification). Explain model selection and performance evaluation.
