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UNIT – 1
Course Name: Introduction to Machine Learning (IML) Programme: B. Tech
Semester: VI

PART – A (10 Marks Each)


1. Explain briefly supervised, unsupervised, and reinforcement learning with suitable examples.
2. Let us consider a dataset which consists of 2 Features (dependent & independent) having 5 Observations Calculate / estimate the performance metrics of regression approach.

X = [1,2,3,4,5]

Y = [2,4,5,4,5]

3. Explain the difference between AI, ML, and Deep Learning.
4. Explain Convex vs non-convex optimization in Machine learning.
5. Briefly describe the Framework of ML.
6. Let us consider a dataset which consists of 2 Features (dependent & independent) having 5 Observations Calculate Computing MSE, RMSE, MAE, R² and Adjusted R².

	X
	Actual Y
	Predicted Y

	1
	3
	2.8

	2
	5
	4.9

	3
	7
	7.2

	4
	9
	8.5

	5
	11
	10.8



7. Consider the following dataset relating Study Hours (x) and Exam Score (y): x: 1, 2, 3, 4	y: 2, 4, 6, 8 Solve using Linear Regression.
8. Define Machine Learning. Explain its scope in modern computing. Discuss the evolution of Machine Learning from rule-based AI systems to deep learning models with suitable examples.
9. Explain Supervised vs Semi-Supervised and Self-Supervised Learning.
10. A company wants to study the impact of advertising expenditure and number of salespersons on total sales. The following data is collected:

	Advertising Expenditure (X1)
	Number of Salespersons (X2)
	Sales (Y)

	1
	1
	6

	2
	1
	8

	1
	2
	9

	2
	2
	11


ssume the multiple linear regression model:
Y = β0 + β1 X1 + β2 X2


a) Form the system of linear equations based on the given data.
b) Estimate the regression coefficients β0, β1, and β2.
c) Write the final regression equation.
d) Interpret the regression coefficients.



PART – B (2 Marks Each)
1. Define Reinforcement Learning with an example.
2. What is Empirical Risk Minimization?
3. Define Convex and Non-convex optimization problem statement.
4. Given 𝑋 = [1,2,3]and 𝑌 = [2,3,5], compute the slope coefficient (b1) using the simple linear regression formula.
5. Consider the function 𝑓(𝑥) = 𝑥2:
a) Find the derivative 𝑓′(𝑥).
b) Determine the critical point(s).
c) State whether it is a minimum or maximum using the second derivative test.
6. Define Loss / Cost functions.
7. Difference between Global and local minima.
8. List the applications of Reinforcement learning.
9. Justify the Convergence Behavior of learning algorithms.
10. Define self-supervised and semi supervised algorithm.

UNIT-2:
2 marks questions:

1.Explain Feature Scope?
2. Explain the "Curse of Dimensionality".
3.Explain Mutual Information.
4.Role of “Threshold” in Filter-based filter feature selection .
5.How feature selection helps in Overfitting?
6.Explain F-statistic in ANOVA.
7.What is the use of Chi²-Test in Feature Selection?
8.Difference between Pearson and Spearman correlation.
9.What are the Statistical Feature Selection Techniques in Machine Learning?
10.State 4 importance of feature selection.

5 marks questions:

1. Given the following observed frequencies, calculate the Chi-Square statistic and determine if the "Component" feature is significantly related to the target at α=0.05, Critical value=3.84.
	
	Is Duplicate (Yes)
	Is Duplicate (No)

	UI
	40
	60

	Backend
	20
	80



2. Calculate the Pearson correlation coefficient between the Length of Bug Description X and Time to Resolve Y.
X = [10, 20, 30, 40, 50]
Y = [15, 25, 35, 45, 55]
3. Calculate Spearman Rank Correlation for the given dataset
A:[1, 2, 3, 4, 5]
B:[5, 4, 3, 2, 1]
4. Use ANOVA( one way) and Calculate the F-statistic to determine the means of the dataset are varying or not. 
X:[10, 12, 14]
Y:[20, 22, 24]
Z:[30, 32, 34]
5. You have two bug reports B1[10, 5000]
 and B2[20, 1000] with two features: F1 [0, 100] (Number of words) and F2[0, 10000] (Execution time in ms).
I. Calculate the Euclidean Distance between B_1and B2 using raw data.
II. Perform Min-Max Normalization on both features for both reports.

6. Explain the ANOVA F-Test as a feature selection technique. Describe how it partitions total variance into between-group and within-group variance.
7. Discuss how high correlation between input features (Multicollinearity) affects model interpretability and stability. How does feature selection mitigate these issues compared to dimensionality reduction (like PCA)?
8. Discuss the mathematical implications of the Curse of Dimensionality. State methods to solve Curse of Dimensionality.
9. Compare  Filter, Wrapper, and Embedded methods.
10. Detail the process of using the Chi-Square Test for feature selection. Walk through the steps of creating a contingency table and calculating the test statistic to determine if a feature is independent of the class label.




						UNIT- 03
Short Questions:
1. Define Simple Linear Regression and write it’ s assumptions? 
2. What is called Least Square Method?
3. What is called Cost function in Linear Regression?
4. Define Gradient Descent? Why Gradient Descent is required?
5. What is the difference between Batch Gradient Descent and Stochastic Gradient Descent?
6. Define Multiple Linear Regression? Explain how multiple Linear Regression is different from multivariate regression?
7. What is called Bias- Variance Trade-Off?
8. What is the difference between Underfitting and Overfitting?
9. Explain about the regression performance metrics?
10. What is the difference between lasso regression and ridge regression? 
Long Questions:
1. Explain the formulation of Simple Linear Regression. Take one small numerical dataset and derive the line equation using the least square method?
2. Define Gradient Descent? Explain about the gradient descent algorithm step by step with numerical example?
3. Define gradient descent? Compare batch gradient descent, stochastic gradient descent and mini- batch gradient descent?
4. Explain about the Overfitting and Underfitting? Discuss about ridge regression, lasso regression and elastic net in regularization.
5.  The following dataset shows the student marks based on study_hour (X1) and assignments (X2).




	X1
	1
	2
	3
	3

	X2
	1
	2
	2
	3

	Y
	5
	7
	9
	12


1. Find the Multiple linear regression line equation?
2. Predicts the marks when X1 = 4 and X2 = 3.

6. Consider the following data: 
	X0
	1
	2
	3
	4

	Y1
	1
	2
	2
	3

	Y2
	3
	2
	4
	5


1.  Find the regression coefficients.
2.  Fine line equation of multivariate regression.   
7. Given the dataset: 
	X
	1
	2
	3
	4

	Y
	3
	5
	9
	11


      1. Fit a quadratic polynomial model Y = a0 + a1X + a2X2
      2. Construct the polynomial line equation.
      3. Find the values of coefficients.   



8. Given: 
	X1
	1
	2
	3
	3

	X2
	1
	3
	5
	6

	Y
	2
	4
	6
	8


1. Find the line equation of the multiple linear regression.
2. Calculate the performance metrics of MSE, MAE, RMSE.
9. Consider the following dataset: 
	X1
	1
	2
	3
	4

	X2
	1
	1
	2
	3

	Y
	2
	3
	4
	5


    1. Calculate cost function for multiple linear regression.
    2. Derive the gradients and update the parameters.
    3. Perform one iteration and compute cost function after first iteration.
   
10.  Let us consider a dataset which consists independent variable and dependent   variable. X = [[1,2], [2,3], [3,4]] and Y = [4, 6, 8]. Apply Ridge Regression models.



        



Topics: Unit 4 (Logistic Regression, KNN, Naive Bayes, SVM, Model Evaluation)

Part A: Short Questions
1. Given a Logistic Regression model with weights w = [0.5, -0.2] and bias b = 0.1, calculate the output of the sigmoid function for an input vector x = [2, 4].
2. Consider two data points A(2, 5) and B(4, 1) in a 2D plane. Calculate the Manhattan Distance (L1 norm) and Euclidean Distance (L_2 norm) between them.
3. Why is the Sigmoid function used as the activation function in Logistic Regression instead of a linear function? Explain its range and probabilistic interpretation.
4. A binary classifier produces the following Confusion Matrix: TP=80, TN=85, FP=15, FN=20. Calculate the F1-Score of the model.
5. State the fundamental assumption of the Naïve Bayes Classifier. Why is this assumption considered "naïve," and how does it simplify computation?
6. In a 1-Nearest Neighbor (1-NN) classifier, a new instance falls exactly between a positive class point and a negative class point. How does the algorithm resolve this tie? Suggest one standard method.
7. Define Support Vectors in the context of SVM. If we remove non-support vectors from the training dataset, will the decision boundary change? Justify.
8. Given P(A) = 0.4, P(B) = 0.3, and P(B|A) = 0.6, calculate P(A|B) using Bayes' Theorem.
9. Explain the difference between Hard Margin and Soft Margin SVM. Which one would you use for a dataset that is not linearly separable?
10. A classifier has a True Positive Rate (Sensitivity) of 0.9 and a False Positive Rate of 0.1. What is the probabilistic interpretation of a specific point on the ROC curve corresponding to these values?

Part B: Long Questions
1.  Consider the following training dataset with two features (X1, X2) and a class label Y:
· A(2, 3)  Positive
· B(5, 7)  Negative
· C(6, 3)  Negative
· D(1, 4)  Positive
· E(3, 7)  Negative
Given a new query instance Q(4, 5):
a) Calculate the Euclidean distance from Q to all training points.
b) Predict the class of Q using 3-Nearest Neighbors (K=3).
c) Discuss how changing K to K=1 or K=5 might impact the bias-variance trade-off.
2. Derive the Log-Loss Cost Function (Cross-Entropy Loss) for Logistic Regression using the principle of Maximum Likelihood Estimation (MLE). Explain why we use a logarithmic loss instead of Mean Squared Error (MSE) for classification tasks.
3. Given the following dataset regarding "Play Golf" based on weather conditions:
· Sunny, Hot: No
· Sunny, Mild: No
· Overcast, Hot: Yes
· Rainy, Mild: Yes
· Rainy, Cool: Yes
· Sunny, Cool: Yes
Using the Naïve Bayes Classifier with Laplace Smoothing (if necessary), determine the probability and predict the class for the instance: {Outlook=Sunny, Temperature=Hot}. Show all probability calculations.
4. A medical diagnostic tool was tested on 200 patients (100 healthy, 100 diseased). The model predicted "diseased" for 120 patients, out of which 90 were actually diseased.
a) Construct the Confusion Matrix.
b) Calculate Accuracy, Precision, Recall (Sensitivity), and Specificity.
c) Which metric (Precision or Recall) is more critical in this medical scenario? Explain why.
5. Explain the Kernel Trick in Support Vector Machines. How does mapping data to a higher-dimensional space help in classifying non-linearly separable data? Describe the mathematical form and use-cases for:
a) Linear Kernel
b) Polynomial Kernel
c) Radial Basis Function (RBF) Kernel
6. Perform one step of Stochastic Gradient Descent (SGD) for Logistic Regression.
· Current weights: w_1 = 0.2, w_2 = -0.5, b = 0
· Learning rate alpha = 0.1
· Input instance: x = [1, 2], True Label y = 1
Calculate the prediction error and the updated weights.
7. Draw a sample ROC (Receiver Operating Characteristic) Curve. Label the X-axis and Y-axis.
a) What does the diagonal line represent?
b) What does the Area Under the Curve (AUC) signify?
c) Compare two models, A and B, where AUC(A) = 0.85 and AUC(B) = 0.60. Which model is better and why?
8. Suppose we are classifying "Male" vs "Female" based on "Height" (continuous variable).
· Males: Mean height [image: ]= 175, Variance [image: ]= 25
· Females: Mean height  [image: ]= 160, Variance [image: ]= 25
· Assume equal prior probabilities P(M) = P(F) = 0.5.
Using Gaussian Naïve Bayes, calculate the posterior probability density for a person with Height = 170 cm being Male vs Female.
9. Compare Instance-Based Learning (KNN), Probabilistic Learning (Naïve Bayes), and Margin-Based Learning (SVM) on the following criteria:
a) Handling of outliers
b) Computational complexity during Training vs. Testing
c) Interpretability of the model
10. You are given a linear SVM model that separates two classes. The support vectors are found at points (1, 1) for Class +1 and (3, 3) for Class -1.
a) Find the equation of the optimal decision boundary (hyperplane).
b) Calculate the width of the margin.
c) Determine the equation of the positive and negative hyperplanes
11. You are training a binary Logistic Regression classifier to predict whether a customer will buy a product (y=1) or not (y=0) based on two features: Age and Income .


Given Data for One Training Instance:
· Feature Vector (x): x1 = 2 (Age), x2 = -1 (Income)
· Actual Label (y): 0 (Did not buy)
Model Parameters (Initial):
· Weights (w): w1 = 0.5, w2 = 1.0
· Bias (b): 0.5
· Learning Rate (alpha): 0.1
1. Calculate the linear weighted sum (z).
2. Compute the predicted probability [image: ] = [image: ] (z) using the Sigmoid function.
[image: ]
Calculate the prediction error [image: ]
3. Perform one step of Gradient Descent to find the updated weights [image: ] and updated bias [image: ].


UNIT-5



2 MARKS QUESTION:
1. Define clustering in machine learning.
2. What is the objective of K-Means algorithm?
3. What is Agglomerative hierarchical clustering?
4. Define curse of dimensionality.
5. What is Principal Component Analysis (PCA)?
6. Define eigenvalues in the context of PCA.
7. What is ensemble learning?
8. Define bagging.
9. What is bias-variance trade-off?
10. What is cross-validation?

5 MARKS QUESTION
1. Explain K-Means clustering algorithm with steps and convergence criteria.
2. Describe Agglomerative hierarchical clustering with linkage methods.
3. Explain curse of dimensionality and its impact on distance-based algorithms.
4. Describe the steps involved in PCA.
5. Explain covariance matrix and its role in PCA.
6. Discuss eigenvalues and eigenvectors in dimensionality reduction.
7. Explain ensemble learning concept with bagging and boosting.
8. Describe Random Forest algorithm and its advantages.
9. Explain bias-variance trade-off with suitable diagram.
10. Compare Grid Search and Random Search in hyperparameter tuning.

NUMERICAL QUESTION:
1. Perform one iteration of K-Means clustering (K=2) for data points:
(1,2), (2,1), (5,6), (6,5) with initial centroids (1,2) and (5,6).
2. Calculate Euclidean distance between points (3,4) and (7,8).
3. Given dataset X = {2,4,6,8}, calculate mean and variance.
4.  Compute covariance matrix for:
X = {1,2,3}, Y = {2,4,6}.
5. Find eigenvalues of matrix:

6. If eigenvalues are 5 and 2, calculate explained variance ratio.
7.  Given 3 classifiers predicting: (1, 0, 1) for a sample, find final prediction using majority voting.
8. Calculate entropy for dataset with 6 positive and 4 negative samples.
9. Perform 5-fold cross-validation accuracy calculation for scores:
80%, 85%, 78%, 82%, 90%.
10. Compute L2 regularization term if weights are [2, -3] and λ = 0.1.
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